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Abstract We describe a project undertaken by an interdisciplinary team combining
researchers in sleep psychology and in Natural Language Processing/Machine Learn-
ing. The goal is sentiment analysis on a corpus containing short textual descriptions
of dreams. Dreams are categorized in a four-level scale of positive and negative
sentiments. We chose a four scale annotation to reflect the sentiment strength
and simplicity at the same time. The approach is based on a novel representation,
taking into account the leading themes of the dream and the sequential unfolding of
associated sentiments during the dream. The dream representation is based on three
combined parts, two of which are automatically produced from the description of
the dream. The first part consists of co-occurrence vector representation of dreams
in order to detect sentiment levels in the dream texts. Those vectors unlike the
standard Bag-of-words model capture non-local relationships between meanings
of word in a corpus. The second part introduces the dynamic representation that
captures the sentimental changes throughout the progress of the dream. The third
part is the self-reported assessment of the dream by the dreamer according to eight
given attributes (self-assessment is different in many respects from the dream’s
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sentiment classification). The three representations are subject to aggressive feature
selection. Using an ensemble of classifiers on the combined 3-partite representa-
tion, the agreement between machine rating and the human judge scores on the
four scales was 64 % which is in the range of human experts’ consensus in that
domain. The accuracy of the system was 14 % more than previous results on the
same task.

Keywords Sentiment analysis · Emotion analysis · Dream analysis ·
Natural Language Processing (NLP) · Text representation · Text mining ·
Text classification

1 Introduction

Research in psychology shows that emotion is a prominent feature of dreams
(Domhoff 2003; Hobson et al. 1998; St-Onge et al. 2005). Typically, the level of
emotions and sentiments in dreams is assessed by content analysis made by human
judges using scales with various levels, or by the dreamers themselves. Many works
(e.g., Turney 2002) formulate a similar task as positive or negative, usually as a binary
classification. This formulation differs from our 4-level scale (0–3) of positive and
negative sentimental rate tags that we motivate by the need of fine-grained analysis
of sentiment strength for further processing (e.g., analysing stress level of dreamers).
Although the four level problem formulation is more complicated than the binary
classification, it brings us a useful degree of flexibility. Most of the studies on dreams
have used time-consuming coding systems that depend on a rater’s judgment which
indicate the negative or the positive orientation of the text describing the dream.
Hence, it is practical and time- and cost-effective to develop an efficient standard
means of scoring dreams that can be used with large data banks and reproduced
across laboratories.

Although from the machine learning perspective the task of dream sentiment
analysis is expressed as a multi-class classification problem, the ultimate goal is
to create an automatic dream emotion analyser and to build a system that can
reliably replace humans to perform a consistent sentiment analysis on dream banks
which does not suffer from subjective and inconsistent judgments, which indeed
turns it quite challenging. Furthermore, quantification of a qualitative data such as
phenomenological reports (e.g. dream journals) could be also used in quantifying the
emotional aspect of subjective reports.

The major contributions of this paper include the following (there are some
additional technical contributions that will be also presented as they are discussed
in the paper):

• An integrated approach to sentiment analysis of dream description in which
machine learning allows a significant saving in the manual task of the analysis
of emotional valuation of dreams by human judges.

• A multi-faceted representation of dream descriptions in natural language suit-
able for machine learning algorithm, where all the components of this approach
are fully applicable to other text classification tasks.

• An empirical evaluation of the proposed approach with a dream bank resource
used in the literature.
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• A visualization method for representing dynamic sentiment progression in
dreams which has been found useful by psychologists.

In the rest of this article we initially discuss some related works in psychology, senti-
ment analysis and Natural Language Processing (NLP), and then our methodology is
described starting with the dream corpus presentation. The methodology is based on
extracting variety of the textual features of dream contents including a novel dynamic
representation of changes in sentiment with respect to dream progression. Finally,
dream descriptions annotated by human judges are compared to the labels assigned
by the developed system for evaluation and further discussions.

2 Background

2.1 Related work in dream analysis

Dream diaries help researchers to study connections between dreams and dreamer’s
socio-demographic, physiological factors or medical conditions. For example,
Nielsen shows that there are transformed emotional patterns in dreams that are
rooted in the waking life (Nielsen and Strenstrom 2005). Findings from brain imaging
studies have shown increased activation of the limbic and paralimbic areas during
Rapid-Eye Movement (REM) sleep (Maquet et al. 1996). Since vivid dreams are
strongly associated with REM sleep, this may account for the emotional intensity
of dreams (Domhoff 2003). In 1992, Ekman introduced a set of six basic emotions
(Ekman 1992a, b) including: anger, disgust, fear, happiness/joy, sadness, surprise,
which have been used in many NLP studies (Ghazi et al. 2010; Chaffar and
Inkpen 2011).

Based on content analysis of written dreams, Delorme et al. (2002) shows that
there is a link between negative sentiments in dreams and dreamer’s waking stress
levels. Frantova and Bergler (2009) presented an automatic annotation system for
dream diaries extracted from DreamBank (Domhoff and Schneider 2008). They fo-
cused on capturing the inherent ambiguity and polysemy of emotion words applying
a fuzzy membership score for a word on five Van de Castle’s (Hall and Van de
Castle 1966; St-Onge 2005) emotion categories. These are part of the classical scales
of Hall and Van de Castle, which are considered the most detailed and complete
coding system available for scoring dreams (Domhoff 2003). These five emotion cat-
egories, happiness, confusion, apprehension, anger, and sadness are mostly assigned
by sample trigger words as the indicative of the emotion category. The system also
comprises various scales which measure both positive and negative content, such as
the presence of friendly or aggressive interactions, good fortunes or misfortunes, and
successes or failures. The system is time consuming, and depends on the ranker’s
judgment. Therefore, it is useful to develop an objective method of scoring dreams
that is independent of human judgment, and can be reproduced across laboratories.
The development of such technology could improve our knowledge of dreams, and
potentially provide a major breakthrough in this research area. Since emotions are
considered largely responsible for structuring the content of dreams (Hartmann
1998; Nielsen and Strenstrom 2005) emotion and sentiment analysis are important
component in this domain.
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2.2 Related work on sentiment analysis

Pang et al. (2002) is probably the first to use Machine Learning for classifying the
sentiment of texts. Many works starting with Turney (2002) and continuing with, e.g.,
Choi and Cardie (2008), address a similar problem of classifying texts as positive or
negative, usually as a binary classification. In Turney (2002), emotional orientation
of reviews was gauged using Pointwise Mutual Information (PMI). PMI was used to
measure the association of a given phrase with a standard positive (“excellent”) and
negative (“poor”) reference. Orientation was then aggregated for the whole review,
and used to (not) recommend an item.

In Natural Language Processing (NLP) in general, and supervised text mining in
particular, the most common method for context representation is ‘Bag-Of-Words’
(BOW). In this method, text (i.e. a sentence or a document) is represented by the
words it contains; and the word order and, consequently, the grammar are ignored.
One of the first references to the BOW representation in a linguistic domain is found
in Zellig Harris’s 1954 article, namely Distributional Structure (Harris 1954). BOW
representations vary by the way each word is represented, and it is most appropriate
for dictionary-based modeling, in which each document is represented as a ‘bag’
(since the order is ignored) containing a number of words from the dictionary. If
the focus is on the presence or absence of a word it is called binary representation,
whereas if the frequencies of the words are also taken into account it is called
frequency representation. A normalized frequency representation is the TF-iDF
(term frequency inverse document frequency) (Spark and Jones 1972) method, which
is normally used for a variety of classification tasks. TF-iDF is a classic method
that gives higher weights to terms that are frequent in a document but rare in the
whole corpus. This method, increase the weights of rare terms to reflect their relative
importance to the containing text.

Working again with reviews, Choi and Cardie use the standard Bag Of Words
(BOW) representation and point out that emotional classification of a short doc-
ument is much harder than categorizing such texts according to their topic. Choi
and Cardie (2008) are the first to point out that the BOW representation is inad-
equate for sentiment analysis and classification. The authors draw upon a deeper
Natural Language Processing approach: compositional semantics. In compositional
semantics, the semantics of complex expressions (e.g. noun phrases) is built up from
the semantics of the constituents, combined then into the semantics of the whole
expression using a set of fixed, given rules. The sentiment of words is handled by
using the General Inquirer.1 In Melville et al. (2009) authors work on sentiment
analysis of blogs. They combine two Naive Bayes classifiers, one classifying word
sentiments and the other classifying blog sentiments. They propose a novel way of
combining the two classifiers, and observe that the use of word classifiers allows
them to work with a much smaller set of labelled blogs for training the blog
classifier.

1General Inquirer Project., The General Inquirer; introduction to a computer-based system of
content analysis, General Inquirer Project, Edinburgh, 1974.
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2.3 Related work on text representation

The granularity of our classification, i.e. the four classes, makes the task more
challenging compared to a binary sentiment analysis task. Furthermore, supplying
more labelled data in dream research, relying on human judges to label the data
with the four scores, is expensive and time consuming. Instead we propose a more
informative representation of dream descriptions. Moreover, our task presents an
additional challenge as the texts are often in a colloquial language, and are shorter
than the reviews handled in Turney (2002).

Since we normally use words as the smallest meaningful unit of any context that
plays a role in expressing meaning or intention through text, capturing the right sense
of any word (in a context) in the representation method is crucial. There are a variety
of Vector Space Modeling methods which have been well explained and compared
in Turney and Pantel (2010).

Capturing the right sense of a word in its context is a critical issue in representation
methods. When we review the literature of word sense recognition, there are several
hypotheses:

• You shall know a word by the company it keeps (Firth et al. 1957);
• We can do Latent Relation Mapping (LRM) between two set of words only

based on their co-occurred words in a small window size (Turney 2008);
• Meanings of words are (largely) determined by their distributional patterns

(Distributional Hypothesis (Harris 1964));
• Words that occur in similar contexts will have similar meanings (Miller and

Charles 1991)

Most efforts at semantic extraction of words are focused on semantic similarity
(Manning and Schütze 1998): in which there are many researches in semantic sim-
ilarity based on the Distributional Hypothesis (Harris 1985; Mcdonald and Ramscar
2001) which states that words which occur in similar contexts tend to be similar.

Therefore, similarity can be the adequate approach to the essential problem
of semantic analysis. For example, the categorical status of concepts is usually
estimated by similarities (Rosch 1978; Smith and Medin 1981). Similarity also helps
with word sense disambiguation, which is normally done according to the level of
similarities of different senses of the targeted word in a context. Similarities not
only can be considered as independent primitives with the same role as first order
text representations (Posner and Keele 1968; Rosch 1978), they can also be taken
into account dependently over common attributes (features), like second order co-
occurrence (Schtitze and Pedersen 1995; Turney et al. 2011).2

In unsupervised concept learning and word sense disambiguation there are
different approaches to represent a given target word,3 or a context with no tar-
get word, including first order word co-occurrence vectors, and second-order co-
occurrence vectors (i.e. context vectors that will be discussed in detail below). In

2In first order text representation, the text is represented only by the set of words that either
directly occurred in the text or frequently co-occurred with them in the corpus; in second order
text representation the text is represented indirectly via a vector average of its containing words
co-occurrence vectors.
3The word is supposed to be disambiguated over its several meanings or senses.
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most cases co-occurrence represents the similarity between any pair of terms in
text corpora. It is assumed that there is an inverse relationship between semantic
similarities (e.g. cosine, Jaccard, Dice, etc.) and the term-term distance (like the
Euclidian distance). This assumption has been applied in much clustering-based text
analysis research, such as SenseClusters in Purandare and Pedersen (2004b).

In the first order representation (Pedersen and Bruce 1997; Kulkarni and
Pedersen 2005) values like unigrams4 (BOW), bigrams and multi-grams are consid-
ered as the feature space, and the text is normally represented only by the assigned
values (binary or frequency based), which occur in the representation only if the
corresponding words exist in the document. In this case, since most lexical features
occur only a few times in each context, if at all, the representation vector tends to be
very sparse.

Using the first order text representation, by simply looking at the vectors, we
can see which features directly contributed to the contexts. This method has two
disadvantages: first, very similar contexts may be represented by different features in
the space. Second, instances will have too many zero features for machine learning
algorithms, such as supervised (classification) or unsupervised (clustering) methods.

In second order context representation (Schütze 1998) we normally build a word-
by-word co-occurrence matrix (over the whole corpus), in which each row represents
the first word and the columns represent the second word of the any bigram or co–
occurred feature in a corpus (Pedersen et al. 2006) If the features are bigrams (i.e.
we consider their appearance order in the context), the word matrix is asymmetric;
for co-occurrences (i.e. we disregard their order in the context) it is symmetric. In
either case, the cell values indicate how often the two words occur together, or
contain their log–likelihood score of association. This matrix is large, though it could
be sparse if it was built over one document or a small number of short texts, since
most words do not co–occur with each other. Each row of this matrix is a vector that
represents the given word in terms of its co–occurrence characteristics. The second
order representation of a context is built up by the average of co-occurrence vectors
(over the entire corpus) of its containing words. Instead of averaging, other aggregate
functions could be applied (e.g. Maximum and Minimum) for different purposes.

In second-order co-occurrence representation, two terms that do not co-occur
will have similarity if they co-occur with a third term. This is similar to the relation
of friend-of-a-friend in social networks (Miller and Charles 1991). Synonyms are a
special example of this kind of relationship. Although they tend not to co-occur
simultaneously in a short text, synonyms tend to occur individually in similar con-
texts, and with the same neighboring words. This method helps reduce the sparseness
problem of the vectors.

Second order co-occurrence has been applied previously for a variety of unsuper-
vised purposes (Pedersen and Bruce 1997; Purandare and Pedersen 2004a; Kulkarni
and Pedersen 2005; Pedersen et al. 2006) but have never been used for supervised
learning.

Kulkarni and Pedersen showed that second order context representation is more
effective on a limited volume of input data or localized scope (Kulkarni and Pedersen
2005), they believed the high level of sparseness over the first-order representation

4Unigrams are single terms which occur more than once, Bigrams are ordered pairs of words, and
Co-occurrences are simply unordered bigrams.
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does not provide enough discriminative information for a classification task, due
to many zero values for some dimensions in the vector space. The second-order
co-occurrence representation not only contains non-zero values for the occurred
features (words/terms) of each context, but also contains many non-zero values
for the second order co-occurred features. Therefore, the feature-by-feature co-
occurrence matrix, and any corresponding context representation, is less sparse than
BOW and the first-order representations.

The second order co-occurrence captures and makes explicit the indirect relations
between features, and thereby provides more information in order to increase the
system’s discriminative power.

In the next section we present a supervised learning methodology to approach our
dream sentiment analysis task on second order co-occurrence representation as one
of the basis.

3 Methodology

A previous study by our group on a very similar5 task of automatic dream analysis
showed (Nadeau et al. 2006) that the inter-judges agreement varied between 57.7 %
and 80.8 %. This agreement was low for the positive scale compared to the negative
scale, and the score on the positive scale was not well differentiated from one dream
to another. Works in dream analysis often concentrate on negative sentiments, since
they are typically more common and differentiated than the positive sentiments (Hall
and Van de Castle 1966; Hartmann 1998) Therefore, as the negative scale can be
useful in isolation, we chose the four scale (0–3) for subsequent analysis.

3.1 Dream bank

Dreams were obtained from a dream bank created during a normative study
conducted at the Sleep Research Laboratory of the University of Ottawa. The
ethics committee of the university approved this normative study, as well as the
use of the dream bank for future studies. Volunteers were informed that their
dreams could be used in other dream studies, and they gave their consent. Their
participation mainly consisted of completing a brief dream diary at home during
a maximum period of three weeks, and writing down all the dreams they remem-
bered when they woke up, up to a maximum of four dreams. The dreamers were
asked to subjectively rank (0–3) each of the following 10 features of their dreams:
“Joy, Happiness, Apprehension, Anger, Sadness, Confusion, Fear,
Anxiety, Negative Affect and Positive Affect”. Among those 10 fea-
tures eight are emotions, and the last two give an overall subjective sentimental
valuation of the whole dream.

A sample of 776 dream diaries, reported in writing by 274 individuals of varied
age and sex, was used in the study. A filtered subset of 477 diaries was rated by an
experienced judge using two 0–3 scales describing the negative or positive sentiment

5The study has been carried out in the same dream laboratory and the same task definitions as this
research.
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of the dream content. The reliability of scoring of this judge was established with
other experienced judges in previous studies (e.g., Nadeau et al. (2006) in the same
way) using Hall and van de Castle scales and the current dream sentiment scales.
We are confident that this scoring is representative of the discipline’s typical human
judge standards. Filtration has been done to only exclude diaries in language other
than English (i.e. French) and shorter than 120 characters.

3.2 Sample dream

“I was in an archaeology class. We were out in the field looking at a grave site. We
were passing around lots of pottery from the site. Our teacher told us that truffles
grow where the roots of regular mushrooms grow into soil that contains decaying
flesh-like a grave site. I knew the value of truffles so I stuck my hand into the loose
side of the grave and fished out several truffles. Later I was at my own excavation
site. It was a large tomb with a giant sarcophagus. Inside was a large bed with a dead
dog in it. But the dog wasn’t mummified. It was just rotting. There were bugs and
maggots and beetles everywhere. As I moved the dog and the pillows and sheets,
more maggots and beetles fell out. Soon the sarcophagus and bed and floor were
covered in creepy crawlers. Luckily I’m not squeamish or afraid of bugs. But then a
giant spider dropped from a sheet I had just pushed aside. I screamed and ran from
the sarcophagus, down a hallway, but the spider followed me and was soon joined by
another similar spider. I was very scared....”

3.3 Dream representation

In order to build a representation adequate for the classification of dreams with
respect to their affective content, we have decided to exploit three kinds of infor-
mation describing the dream from the sentimental perspective: the semantics of
the natural language description of the dream, the dynamic sentimental changes
in the dream, as well as the self-assessed feelings of the dreamer about her dream
(see Section 3.3.3 for details). This led us to a 3-partite representation in which the
semantic part was built directly from the text describing the dream using lexical
properties of the whole corpus, the dynamic one was using NLP techniques as well as
specialized dictionaries, and the subjective one was taken directly from the data. We
have selected from each representation the features most important for classification,
and then performed final training of the classifier on their union. Below we describe
each of the three parts of the representation and the final combined representation
of dream descriptions.

3.3.1 Natural language representation

Second-order co-occurrence representation method was previously applied mainly
for unsupervised learning tasks like word sense disambiguation in a given
context (Pedersen and Bruce 1998; Pedersen and Kulkarni 2006; Purandare and
Pedersen 2004a), or short text/context clustering based on specified topics or subjects
(Pedersen et al. 2005, 2006; Pedersen and Kulkarni 2007) the following is the
first application of a soft augmented version of the second-order co-occurrence
representation on a supervised text analysis task. We explain below a second order
weighted co-occurrence method, and we show how it extracts inter-relationship
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degree between features (words) in the space, so they can be used for attribute
reduction purpose in a textual high dimensional space (dream corpus). It is important
to note that while normally co-occurrence is considered in a specific context, or in a
window of limited size, such as 3 to 7 words before and after a target word, which
would restrict the total context size from 7 to 15 words, in this paper, we select
sentences as our window size.

Pre-processing In the pre-processing stage, first all the headers (if there are any),
are filtered out, as well as extra delimiters like spaces, tabs, newline characters, and
digits. Expressive characters like “ - . , ; ‘’ ! ? ” are retained,6 as punctuation can be
useful for determining the scope of contexts. This step prevents us from including too
many tokens as features in the text representations.

After pre-processing, we begin to tokenize the corpus in order to build a soft co-
occurrence matrix, in which the closeness of co-occurring pairs is recorded.

First-order co-occurrence We extract the term-to-term relations in a closeness
matrix based on the Distributional Hypothesis, which states that words which occur
in similar contexts tend to be similar. We then define a representation accordingly,
which takes into account mutual variety of contextual co-occurrence relationships, as
acquired from the entire corpus. Co-occurrences are weighed with respect to what, if
any, symbols separate the co-occurring words in a sentence belonging to the corpus.
The weight also decreases with the distance between the two words. We define a
fixed set of configurations of words co-occurring in a sentence; (configurations of
word pairs are a novel element of a co-occurrence text model):

(1) Two adjacent words (bigrams, regardless of their order).
(2) Two consecutive words with one word in between.
(3) Two consecutive words with more than one word in between.
(4) Two consecutive words with a comma “,” interval in between.
(5) Two consecutive words with a semicolon “;” in between.
(6) Two consecutive words with “\n” in between.

The assigned weight values are descending from the first configuration to the
last one.

The developed closeness measure is considered as a global measure versus a
local closeness. The closeness of words is calculated based on their different co-
occurrence configurations along the entire corpus rather than a single document. The
representation takes into account all configurations of the co-occurring words in the
corpus. It first records the configuration of words inside each individual sentence in
the corpus. Then, the document-word matrix is derived from word-word and word-
sentence matrices. The computational complexity of building the soft co-occurrence
matrix Mc is quadratic in the typical sentence length, which is less than 30 words(
302 = 900

)
, and linear in the number of sentences in a corpus. We observed the linear

6(-) has been kept in order to individualize the compound words like: Multi-dimensions, Anti-
oxidant, etc.
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complexity empirically, which means it took a fraction of a second to process each
short text.

The values for a pair of words (X, Y) in the closeness matrix Mc are calculated
based on Dice’s similarity measure for the closeness of any pair of words (X, Y) in a
corpus, as follows:

McX,Y = 2
(
w1 · df1xy + w2 · df2xy + · · · + wm · dfmxy

)

dfx + dfy

dfx = df1x + df2x + · · · + dfmx in which in the, McX,Y is defined as the closeness of
the pair of words (X,Y), wi

7 is the assigned weight for the configuration number i,
dfixy is the frequency of co-occurrence of the pair (X,Y) in configuration i in the
corpus, m is the number of distinct word pair configurations, df x is the frequency of
occurrence of the word X in the corpus, dfix is the frequency of occurrence of the
word X in the configuration number i with any word in the corpus, and df y is the
frequency of occurrence of the word Y in the corpus, and is calculated the same way
as df x. The values in the matrix Mc are not normalized at this stage (due to applied wi

weights); they will be normalized after building up the matrix Mc. In this matrix, cell
values are indeed the measure of the closeness scores of pairs of words co-occurring
in the sentences of the corpus. At this stage, approximately 75 % of the values inside
the matrix Mc are still zeros. Each row of the matrix Mc is a descriptive vector that
represents the closeness of the features co-occurred with the certain word indicated
by the row name.

General and domain specif ic stop words removal If we remove the stop words from
the text prior to determine the configuration of each pair of words, it would change
the number of configurations (#1 to #3) and consequently such removal would affect
the co-occurrence matrix. In other words, by removing stop words in the first step,
some pairs of words that have one or more than one word in between could have
been assigned a configuration that is adjacent or closer than in reality, and in this way
the algorithm will over-estimate the degree of co-occurrence. In the implemented
system, we skip calculation when one of the pair members (or both) is in the Stoplist.
We remove from the matrix the corresponding rows/columns in which all values are
zeros, as we already skipped those computations.

There are two groups of stop words which are removed: 1- general and 2- domain
specific stop words.

First, we apply a general predefined stop word list appropriate for the domain
we are working with. Second, in some cases stop words are determined based on
their frequency distribution, as detected from the corpus after generating of the
word-word soft co-occurrence matrix. We remove words with very high frequencies
relative to the corpus size and term distribution in both classes and do not help to
discriminate between them. We also remove words that appear only once in the

7We recall that the applied notation for “Words” was an upper case ‘W’. Thus, the notation used for
weight in this section is a lower case ‘w’- , the values for {wi}i∈{1,...,6} = (100, 35, 15, 10, 3, 1) have
been empirically set for the weights.
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corpus, as they will not help the classification, since they appeared only with one
class, possibly by chance. As the word-word closeness is calculated regardless of word
order in co-occurring pairs, the matrix is a symmetric matrix and the co-occurrences
of any given word can be extracted from the corresponding row or column of the
matrix, equally.

Second-order co-occurrence In this section, we describe a vector representation
of documents in the corpus based on the feature space of the entire corpus (full
dimensionality of the corpus) in two steps: Sentence Second Order Representation
vectors and Document (dream) Representation vectors.

In the first step, in order to obtain the second order representation, each sentence
of a dream in the corpus is represented by averaging the features’ vectors, which are
extracted from the soft co-occurrence matrix Mc. In this step, the soft co-occurrence
matrix Mc does not include stop words; hence, the stop words cannot affect creation
of the representation vectors. Therefore, we create the second order co-occurrence
vectors by performing an averaging process among the containing words (their
vectors) in a sentence.

In the next step, we calculate the document (dream) representation vector by
averaging the second order representation vectors of the sentences inside the dream.
Then we build the dream representation from the sentence level, rather than directly
from the word level (in two steps); the sentences’ second order representations have
already been calculated in the first step.

The performance of the second order representation of short texts has been
studied by Pedersen (Pedersen et al. 2005, 2006; Pedersen and Kulkarni 2007).
Almost 90 % of the initial features over the entire corpus feature space are non-zero
at this stage.

Although the value of any cell in the vector is an indicator of the associated
power of the corresponding feature in the vector space of the sentence/document
that contains it, this value does not directly indicate if the feature occurred in the
sentence/document or not; it globally represents the relevance level of the sentence
for each dimension (each feature). Using the algorithm for creating our text (dream)
representation vectors, we implicitly imposed a certain type of smoothness in the
feature space, compared with the first order (i.e. BOW) representation of the same
text. In other words, in addition to computing the explicit participation of a given
feature in a given document, we compiled the participation of other related features
with respect to each one’s closeness to the given feature. This means that, even if
we eliminate one of the features from the feature space (after creating the soft co-
occurrence matrix Mc), we can still expect to retain the discriminatory power of the
classification task, if that feature co-occurred sufficiently with some other related
features in the corpus. This assumption can usually be relaxed for adequately large
corpora, otherwise background data source would be helpful.

Consequently, we can perform a feature selection algorithm with the expectation
of preserving enough informative power for the classification task. Furthermore,
after feature selection (which preserves a subset of features with lower levels of
dependencies), in addition to common classifiers for text8 we can also use further

8Classifiers which can handle numerous features.
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Table 1 An example portion of the modifier table in the system

Modifier Value

Extremely,. . . Add 3 (same sign)
Too, So,. . . Add 2 (same sign)
Very,. . . Add 1 (same sign)
Not,. . . Add 1 (opposite sign)

Each value is added to the initial affect value extracted from LIWC, considering the initial affect sign
and the above corresponding value sign

classifiers, which cannot perform well or are not fast enough over high dimensional
data. It let us using 200 to 1,000 features for building more discriminative clas-
sification models in even less processing time.

3.3.2 Dynamic representation

Dream sentiment modif ier The Linguistic Inquiry and Word Count (LIWC) dictio-
nary (Pennebaker et al. 2001) provides measures of the percentage of positive and
negative words in texts. The dictionary is composed of almost 4,500 words and word
stems. This resource makes no use of disambiguation rules; it relies on simple word
counts. The value of LIWC is its scrupulous choice of words made by multiple experts
that came to near perfect agreement.

We decided to use the LIWC dictionary to identify words with emotional theme.
The LIWC dictionary assigns the initial positive/negative sentiment to some words in
a dream. Hence, after applying the LIWC dictionary on the dream corpus, any word
found in the dictionary has a sentimental tag, which is initially the one extracted from
the dictionary (+/−1). Next, we used the Link Grammar Parser9 to identify adverbs.
The parser helps us to identify some affective modifiers (e.g. very, too, extremely,
etc.). In this step, the initial affective tags are modified according to the extremity
level of the modifier, which can be found in a modifier table in the system (see
Table 1). The values in the table are assigned based on the extremity level of the
modifier, and adjusted by running many iterative experiments for adaptive learning.

In the next step, we further modified the assigned affect values if they were under
the influence of negations such as not, non, un-, im- and so on. We noticed empirically
that, contrary to what we first expected, when a negation modifies any type of
adjective/adverb, its affective influence on the containing context is not completely
reversed. For example, if we find an affective word like “happy” in a sentence with
positive affective value (+1), the tag (−1) for “not happy” is not the most appropriate
one; or when we have “so happy” with positive affective value of (+3), for “not so
happy” the value (−3) is too low, as this value is normally assigned to an expression
like “too sad”. In other words, when we say “He is not happy!” it does not mean that
he is sad, but that we expect to see him mostly happy and he is not. Also, when we
say “He is not so happy!” it definitely does not mean “He is too sad!”. Hence, we
empirically created our lookup modifier table, as illustrated in Table 1.

9The Link Grammar Parser is a syntactic parser of English, based on link grammar, an original theory
of English syntax which has been designed and developed at Carnegie Mellon University, School of
Computer Science. For more details please refer to: http://www.link.cs.cmu.edu/link/.

http://www.link.cs.cmu.edu/link/
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Table 2 An example of the applied sentiment modification

Dream LIWC LIWC’

Pos Neg Pos’ Neg’

It ends at the brink of a steep 1 0
hill very grassy and green
not at all threatening (−1).

I was too scared (−1−2) 1 3
to watch it so I went in the
kitchen where my family
was eating.

We had a big family reunion 2 4
in a huge party (1) room.
I was so (+1+2) happy.

The first two columns are based only on the LIWC dictionary, and the last two columns show the
weights after modifications

The explained sentiment modification methodology is another contribution of
the paper.

These two-step modifications allow us to recognize if the context polarity changes
for the next steps of our process (Table 2).

Dream sentimental progression analysis In the next step, we applied the final
sentiment tags in order to explore the sentimental tendencies and variations through
the progress of the contextualization of dreams (Fig. 1). Since such graphs provide a
useful visualization of the dynamic sentimental progress of a dream, we propose to
call them “onirograms”.

To accomplish this, we extracted a variety of new sentimental attributes based on
their progression along the dream text, in order to boost the discriminative power
of our contextual classification task (see Table 3). For example in the sample dream
presented in Fig. 1, the first mood M1 has the height of 510 in positive affect and
width of 22 words before stop word removal and 12 after removal. The initial mood
of the dream is positive and the number of positive to negative mood shifts is 2. The
number of positive moods in the dream is 3 while the number of negative moods
is 2, etc.

3.3.3 Self-assessment attributes

The self-reported attributes are taken directly from a dreamer‘s self-assessment
(the eight ranks described in Section 3.1). We need to emphasize two important
characteristics of the self-assessment attributes of the dream description. Firstly, they
are different from the final emotional valuation of the dream assigned by the judges.
They simply are part of the standard data collection method in dream research.
The self-assessment may often differ from the final emotional score assigned by
the judges, e.g. a dreamer may report the feeling of joy, presumably referring to a
part of a dream, while the overall valuation of the dream by a judge is negative.

10Sentiment modifiers are taken into account.
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M1: Me and my boyfriend were 
enjoy riding on a yellow Porch 
heading to “Montrant blanc”, we 
were so happy, joking and 
laughing;

M2: My boyfriend’s cell rang and his 

mom asked him back to do something, 

it was really disappointing

M3: We almost were turning that 
fortunately we received her second 
call that she could resolve the issue

M4: We were down 

M5: Suddenly my 
boyfriend turned on the 
hot 88.9 radio station, 
flashed his eyes; very 
energetically shouted: 
“Let’s go for lots of 
fun”…

Dream progression – (in word order)Width

One Mood: M
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Fig. 1 Onirogram: an illustration of the polarity and sentimental tone of the contextualization of
dreams over the time

Secondly, one of the results of our research shows that there is redundancy in the self-
reported attributes, i.e. some of them can be almost perfectly predicted by the others
(see below).

Table 3 The attributes extracted from the onirogram (directly or indirectly)

Attributes directly from the Attributes calculated from the direct attributes
onirogram (direct attributes)

Height positive affect for any Max Min Average St.Dev.
positive mood per dream

Width positive affect for any Max Min Average St.Dev.
positive mood per dream
(number of words per mood)

Height negative affect for Max Min Average St.Dev.
any negative mood per dream

Width negative affect for any Max Min Average St.Dev.
negative mood per dream
(number of words per mood)

Initial mood affect (Pos. or Neg.) Width Height
Average dream affect Pos. or Neg. Value
Number of Pos. moods Number of Neg. to Pos. Number of Pos. to Neg.
Number of Neg. moods variations variations
Total positive affect Normalized (divided by number of words per dream)

(before modification)
Total negative affect Normalized (divided by number of words per dream)

(before modification)
Total affect (before modification) Normalized (divided by number of words per dream
Width negative affect for Normalized (divided by number of words per dream)

entire moods per dream
(number of words)

Width positive affect for Normalized (divided by number of words per dream)
entire moods per dream
(number of words)

Total moods per dream
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Table 4 Subjective emotion estimation based on the other emotion rates (0–3)

Joy Happiness Apprehension Anger Sadness Confusion Fear Anxiety

Accuracy 97 97 99 99 95 38 91 97
MSE 0.11 0.11 0.08 0.06 0.16 0.44 0.20 0.11

3.4 Subjective emotion estimation based on the other emotions

Recall that the dreamers were asked to rank their dreams (0–3 range) for the eight
given emotions in their questionnaire. It was interesting to see to what degree the
emotions were dependent, without taking into account the text content of the dream.
Table 4 shows the results for subjective emotion estimations based on the other
emotions by percentage (one versus the other seven). For example, the value 97 in
the “Happiness” column, shows the level of the happiness in a dream can be esti-
mated (scale 0–3) according to the other 7 emotions (e.g. joy, apprehansion,
anxiety, etc.), with 97 % accuracy. The multinomial logistic regression model with
a ridge estimator classifier outperformed the other methods in accuracy and means
squared error on the scale 0–3 and were chosen for all classification process at
this section.

The table shows that most of the subjective emotions (except for “Confusion”)
are highly dependent to the others and can be accurately estimated by a regression
model from the other emotions.

3.5 Attribute selection

Prior to merging the three components of our representation described above: the
semantic representation, the dynamic representation, and the self-assessment, we
perform feature selection of the first two. The initial attribute sizes of each repre-
sentation and the resulting number of attributes are given in Table 5. We applied
the Relief Attribute Evaluator from the Weka machine learning toolkit (Witten and
Frank 2005). We have experimented with different levels of feature selection, and we
have found out that the aggressive election shown in the following table gives better
results, compared to less aggressive selections. Following the feature selection, the
three introduced representations are combined into a single vector, which becomes
the training set for the machine learning classifier. The labels in the training set are
the labels given by the human judges. We applied the Relief Attribute Evaluator
(Robnik-Sikonja and Kononenko 1997), using the Ranker selection method from
the Weka machine learning toolkit (Table 5) (Witten and Frank 2005).

Table 5 Attribute selection results

Attributes Groups # Initial attributes # Attributes after % of category after
attribute selection attribute selection

Text 4,618 39 0.9 %
Progression 36 21 58.3 %
Demographics 2 2 100 %
Dreamer Emotion 8 8 100 %
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Table 6 Results of our best classifiers applied on each of the attribute subsets individually

Attributes Number of attributes Agreement with human Mean Square Error
after attribute selection judge (accuracy) (MSE)

Text only SOSCOa 39 55 % 0.3819
(without sentimental tags)

Text only BOW/SVM 3932 45 % 0.5393
(without sentimental tags)

Sentiment Prog. Analysisb 21 49 % 0.4073
Subjective emotions onlyc 8 48 % 0.4269
Union of all above attributes 31 64 % 0.3617

after feature selection
aSecond Order Soft Co-Occurrence base representation; The applied classifier was “bayesNet” from
“Bayes” classifier category in WEKA
bThe applied classifier was “Multinomial Logistic Regression (Logistic)” from “Functions” classifier
category in WEKA
cThe applied classifier was “Logistic Model Trees (LMT)” from “Trees” classifier category in WEKA

4 Classification results and discussion

We selected two evaluation measures for our experiments. First, we calculate clas-
sifiers’ accuracy the sum of correct guesses over the total number of guesses on four
scale (0–3) negative sentimental rate tags, i.e., their performance at exactly finding
the right label (e.g., human rates 3, machine guesses 3 would be a correct guess).
Second, we calculate the mean squared error of classifier the average of the squares
of the differences between the human labels and the machine predictions. This metric
is low when a classifier guesses close to the human value (e.g., human rates 3, machine
guesses 2) and becomes high if the classifier is far from human judgment (e.g., human
rates 3, machine guesses 0). We report results for stratified 10-fold cross-validations.
The baseline accuracy is given by a classifier that always guesses the majority class. In
our dataset, 30 % of the dreams were rated with label “2”; this is the majority class.
Therefore, always guessing “2” results in 30 % baseline accuracy.

In the next step, we review the Second order co-occurrence representation of the
contextual content of the dreams, and start by performing feature selection. We then
ran multiple simple and ensemble learner algorithms on a variety of compositions of
selected attributes, applying 10 fold cross-validation (Table 6).

Although we do not use BOW representation for the final sentimental analysis
task, for evaluation purpose only, we compare our accuracy solely on text using the
Second order co-occurrence (SOSCO) representation method (55 %) and BOW rep-
resentation (45 %). We argue that the 10 % improvement is due to the discrimination
power of the Second order co-occurrence representation method. Note that the 55 %
accuracy was achieved using “BayesNet” classifier over 39 features, whereas the most
discriminant subset of BOW representation includes 3,932 features that practically
cannot11 feed the “BayesNet” classifier. We believe SOSOCO representation can
sustain aggressive feature selection without losing the performance because of taking
co-occurrences into account in addition to explicit occurrences. The statistically

11Because of computational and consequently time complexity.
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Table 7 Paired T-Test compares accuracies and area under ROC of three classification algorithms
on BOW and SOSCO representation

Classification NaiveBase SMO(SVM) J48(Decision tree) 10 times-10 fold (Win/ Even /Lose)
method→ Area under ROC Area under ROC Area under ROC X-validation
Representation ↓ average

BOW 43.88 ± 7 45.39 ± 6 40.59 ± 7 43.29 (0/0/3)
0.76a 0.72a 0.67a 0.71

SOSCO 47.63 ± 6 51.47 ± 6 43.67 ± 7 47.59 (3/0/0)
0.84 0.80 0.74 0.79

adenotes the “lose” situation in the Paired T-Test

significance of the improvement can be observed on three well-known classification
methods (see Table 7).

At the next level, we combined all the selected attributes to determine the
most discriminative classifier, in order to achieve the highest agreement with our
psychologist labels. A voting committee of three Adaboost and two Bagging meta-
classifiers12 provided the most accurate results with the least mean squared error on
the prediction of negative sentiment, with an accuracy of 64 %; significantly better
than the baseline accuracy (30 %) and the chance probability (25 %). The second
order co-occurrence based representation was the best indicator of the classification
tags among the other sources of the final feature set (see Table 6). The mean-
squared error was 0.3617, which means almost all errors had a difference of only 1 on
the scale. With these results, we have the overall prediction 13 % more efficiently
than the previous work on the same task, which was based only on the BOW
representation method. However we added the subjective emotional rates as part of
our final classification features, subjectivity of results are not a real concern since the
psychologist experts that assigned the classification tags of this research believe that
the assigned tags are not directly related to dreamer’s emotional self-assessments.
This can be clearly observed in line 3 of Table 6, which introduce those features as
the poorest source of information.

The results indicate that estimates were, at most, one level away from a human
judge score,13 and offer a promising outlook for the automatic analysis of dream
emotions, which is recognized as a primary dimension of dream construction. With
respect to the progression of emotions along the dream reports, our model appears
successful at employing the estimates to provide a time course graphical representa-
tion.

We also analyzed the estimation accuracy of the eight subjective emotions tagged
to the dream questionnaires, only based on the text representations methods devel-
oped in this paper and using a Logistic Model Trees (LMT)” classifier in WEKA,
we could predict the four levels of Anxiety14 (0–3) with 71.4 % accuracy (baseline:
28.8 %) and a Mean Square Error (MSE) of 30 %. Also, 68 % accuracy (i.e.
agreement with human judges in the four scales) with the same rate of MSE was
obtained for the ‘Fear’ emotion, and for the other emotions the obtained accuracy
was not less than 60%.

12The simple classifiers used for the above classifiers were Multinomial logistic regression and J48
decision trees.
13Literature shows 57 % to 80 % agreement in human judgment in this area and range.
14Tagged by dreamers themselves.
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We believe the results can be improved. Larger databases will facilitate analysis
and data mining, and emotion specific parameters could add resolution and improve
accuracy. To the extent that dream narrative corresponds to the time-course of
dream experience, the graphical representations provide a new tool for exploring
models of dream formation.

Further development of this technology could facilitate the analysis and mining of
more dreams of individuals of different age, sex and social status, thus improving our
overall understanding of dreams.

5 Conclusion and discussion

In this article, we proposed a novel representation method for automatic analysis
of sentiments in dreams. Four hundred seventy seven dreams were sampled from a
dream bank created for a normative study on dreams. Expert psychologists assigned
scores to dream descriptions based on the expressed sentiments. We have converted
textual dream descriptions to our combined sematic, dynamic, and self-reported rep-
resentation method. We have then trained several chosen classifiers and compared
the results. The performance of the machine learning system (64 %) is close to
human judging average agreement (69 %). The practical value of this research is
in supplying a tool for dream researchers which assists them in the task of assessing
the emotional contents of dream descriptions; a process repeating daily in numerous
sleep clinics around the world. The method described here will alleviate the human
expert (psychologist’s) effort in the analysis of the emotional contents of dreams,
while at the same time resulting in a more consistent assessment. Dynamic attributes
are one of the most important contributors to the achieved performance. Word
modifiers played an important role in affect extraction. There is some emotional
content that is not communicated directly through words.

The second-order soft text representation of short texts introduced in this paper
is a novel technique, which can be used in a variety of other text classification tasks.
It has been applied successfully in assessing the relevance of medical abstracts in
the Systematic Review process (Matwin et al. 2010). This novel text representation
technique is also applicable elsewhere, when short (e.g. less than 50 words) texts
abound, e.g. in classifying or filtering blogs and twits.

The ability to quantify the emotional valence level as it progresses across a dream
experience (the onirogram introduced in Fig. 1. is the first step in that direction)
should make it possible, in future research, to relate it, in laboratory studies, to the
underlying brain activity measured by electrophysiology or through brain imaging.
This will contribute to a better understanding of the physiological substrates of
dreaming. An example of particular interest will be the examination of the build-up
of negative emotions in the intriguing phenomenology of nightmares.

6 Future work

In the future, we are planning to:

• Add one step of context detection in order to optimize our window size dy-
namically and build the representation vectors based on its component contexts.
(Currently our window size is based on sentences.)
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• Implement some more specific representation/learning package to apply for
certain emotions or the level of expressed stress.

• Refine the Dream Progression attributes using known approaches to time-series
analysis..

• Explore some specific progression attributes for each emotion.

– Training our automatic sentiment estimator machine with more contextual
background knowledge and learning more from context. Unlabeled data
could be exploited to improve the quality of the closeness matrix which
can also be considered as foundation for the Second order co-occurrence
representation.

• Giving a brief specific training to the participant dreamers for dream writing in
a more structured format which can increase the performance of the automatic
sentiment analysis.

• Sentiment mining of large dream banks (e.g. dream laboratories) using some
related textual attributes of the content of dreams for specific sub-populations
divided by: sex, age, social/ educational status, etc.

• The long-term research goal is to combine the analysis of textual dream descrip-
tions with the data obtained from recording the functioning of brain during the
dream with EEC and eventually fMRI. In future research using this technique
of analysis, dream reports could be obtained orally and ideally immediately
upon awakening either in a sleep laboratory or by audio recording in the home
environment in order to improve the accuracy of the descriptions of the dream
experience. The ultimate challenge would be aligning of the obtained signal data
with the dream narrative.
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