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0. Introduction

Dreaming is  an important  aspect  of  our  mental  life  which has  been widely studied  by

psychologists and cognitive scientists over the past decades, and it has recently gained popularity in

philosophy of mind as well. As a topic of study, it has the potential of providing a good insight on

how  our  mind  works  in  a  different  condition  from  regular  waking  life.  Furthermore,  it's  a

phenomenon that happens on a daily basis to everyone and, therefore, it  does not constitute an

exceptional contrasting case (like brain lesions or psychopathologies). However, the rich variety of

theories about the origin,  evolution and functional role of dreaming seems to suggest a lack of

unified explanation. Dreaming also poses conceptual questions like how to relate it to other forms

of mentation (e.g. imagination, hallucination, delusion) or if it's possible to talk about consciousness

during sleep, whereas sleep was considered in the past a sort of “mental shut-down”.

In this  paper  I  will  present an account  of dreaming under  the framework of Predictive

Processing. The aim is to provide a simple and integrative account of the cognitive architecture

underlying our mental activity during sleep. I will argue that, through Predictive Processing, we can

better  understand  dreaming  as  continuous  with  other  mental  phenomena.  I  will  also  address

conceptual issues related to dreaming, and I will show that it is a good case study for a critical

analysis of Predictive Processing. In order to fulfil this task and for reasons of brevity, I will focus

on what conventionally is understood as dreaming, i.e. the mentation occurring during REM sleep.

However, this is not the only case studied in the literature: I will keep open the possibility that

Predictive Processing can account for related phenomena like NREM dreaming, lucid dreaming and

transitional states like hypnagogic imagery. 

In Chapter 1 I will briefly summarise the state of the art of dream research and recapitulate

the claim from Windt & Noreika (2011) that there is an integration problem of dreaming in a wider

theory of consciousness. I will add that this problem extends to a theory of cognition in general. I

will then suggest that Predictive Processing has several theoretical advantages which will emerge

later in the paper and which make it a good candidate framework to adopt in order to address the

Integration Problem.

In Chapter 2 I will lay out Predictive Processing (Clark, 2013; Hohwy, 2013) with a focus

on the link between action and perception. Drawing on the literature, I will propose an explanation

of dreaming as the result of the predictive mechanism working under impaired conditions. I will

then  provide  more  neurophysiological  details  on  REM sleep  mentation  based on the  model  of

dreaming proposed by Hobson & Friston (2012).
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In Chapter 3 I will discuss three topics related to dreaming under the light of Predictive

Processing. First, I will argue that the mechanism of formation of dreams is akin to the one of mind

wandering. Second,  I  will  provide  an  explanation  about  the  origin  of  bizarreness  in  dreaming

compatible with Predictive Processing. Finally, I will describe the peculiar characteristics of the

dream narrative as  an attempt by the  brain to  deploy actions  while  lacking feedback from the

environment.

Lastly,  in  Chapter 4 I  will  tackle the issue of  the evolutionary and functional  role  of

dreaming. I will show how Predictive Processing is compatible with the idea of sleep as a form of

“synaptic  pruning”  and  memory optimisation  process  and  briefly  tackle  the  issue  of  dreaming

epiphenomenality.

In  Appendix,  I  will  add  some  considerations  about  the  role  of  dreaming  during  the

ontogenesis,  arguing that sleep and dreaming serve to tune and polish the predictive mechanism of

each individual before and during the initial stage of its engagement with the world.
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1 Dream research and the Integration Problem

In this chapter I will present the reader with the state of the art of scientific dream research

(1.1), adding a brief explanation of the most prominent positions in the field. I will then lay out

(1.2) the Integration Problem of dreaming into broader theories of consciousness (Windt & Noreika,

2011) and argue that it can be extended to a lack of integration into a general theory of cognition. I

will then introduce a possible way out of the problem (1.3): the adoption of a theoretical framework

which is already integrative and which encompasses several aspects of our mental life.

1.1 The state of the art

Since the discovery of REM (rapid eyes movement) sleep in the early 1950s (Aserinsky &

Kleitman, 1953), there has been a revival of interest for the topic of dreaming in psychology and

philosophy. Although later it has been established that dreaming and REM sleep are not exclusively

associated (Foulkes, 1993; Solms, 2000), that finding has sparked a proliferation of new theories

about the origin and function of dreaming. The most prominent contributions at the present state can

be clustered  according to  their  explanatory target.  The first  group focus  on  the  mechanism of

origination and the neural correlates of dreaming. Among these theories, one of the most influential

is  Hobson  and  colleagues'  “AIM  model”  (Hobson  et  al.,  2000),  based  on  previous  theories

developed  by Hobson  (Hobson  & McCarley,  1977).  According  to  Hobson,  dreams  are  mostly

prevalent in REM sleep and are generated by random activations of the brain-stem and shifts in the

neurochemical balance. In contrast to this model, Solms (2000) proposed a reinterpretation of the

Freudian approach with more grounding in neurobiology and lesion studies; Domhoff (2001:15-18)

summarises this body of evidence in favour of a temporal-limbic neural network for dreaming. 

A second group of theories is more concerned with the functional role of dreaming. In this

category we find classic proposals such as the “reverse learning” theory (Crick & Mitchison, 1983),

according to which dreaming serves as a removal operation for excessive information stored in the

brain.  In  partial  contrast  to  this  hypothesis,  more  recent  studies  (e.g.  Stickgold  et  al.,  2001;

Perogamvros & Schwartz, 2012) support the idea that dreams are the output of a process of memory

consolidation rather than pruning.

Evolutionary theories analyse the evidence for the adaptive value of dreaming. One of the

most famous is the “threat simulation theory” (Revonsuo, 2000), which states that dreaming is a

way to rehearse possible threatening conditions (such as encounters with predators, or stressing

social events) off-line, in order to perform better when we face them in real life. A different take
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comes from the “problem solving theory” (Barrett, 2007), according to which dreaming serves as a

“different biochemical state” in which to think about the same problems we face in waking life.

More generally, however, the idea of an evolutionary role of dreaming is less widely pursued, since

many authors prefer to think it is a form of epiphenomenon (cf. Flanagan, 1995). 

Finally, another group of theories is more concerned with the developmental and cognitive

aspects  of  dreaming.  David  Foulkes'  studies  on  children  showed  that  dreams'  reports  appear

consistently structured only starting from the prepubescence, which indicates that the process of

dreaming develops over time and it's not fully present at birth (Foulkes, 1999). Also, dream reports

show a high continuity between waking activities and dream content (e.g. facing stressful situations,

daily routines, etc.), which suggests a strong link between dreaming and other cognitive functions

(Foulkes,  1985).  Analyses of dream content also reinforces this  point,  showing widespread and

cross-cultural regularities (Domhoff, 2001).

 Unfortunately, as this brief list may suggest, the variety of proposals comes at a cost: we

lack a unified explanation of what dreaming is and how to relate it to other aspects of our mental

life.  This absence of conceptual clarity is reflected in philosophy by a highly sceptical attitude

towards the topic. Examples of this attitude are texts like Malcolm (1959) which argued against the

temporal localization of dreams during REM sleep on the basis of concept analysis; and Dennett

(1976) which posed the questions if dreams can be considered experiences at all. However, more

recent works convey an optimistic attitude about the fruitfulness of investigating dreaming (e.g.

Windt & Metzinger, 2007; Metzinger, 2013).

1.2 The integration problem

The seemingly chaotic situation in the field of dream research has been recently analysed in

a critical review of the literature (Windt & Noreika, 2011). The authors present the “Integration

Problem (IP), the problem of how to integrate dreaming into broader theories of consciousness”

(Windt & Noreika, 2011:1091). The main theoretical issue regards the use of dreaming as a model

for conscious states, either standard waking states or pathological states and psychosis. Each of

these explanatory targets is tackled by three different approaches: global models (which aim to trace

a one to one comparison between dreaming and conscious states); restricted models (which aim to

account only for partial features of conscious states); and models via negative analogy (which are

essentially  comparative,  committed  to  highlight  differences  between  dreaming  and  conscious

states). The proposals on the field, the authors argue, differ not only in their explananda, but also in
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the type of model proposed and in the explanatory level adopted (whether only the phenomenology

of dreaming is taken into account, only the neurobiology or both aspects together). 

The authors also add three concerns relative to the use of dreaming as a model (Windt &

Noreika,  2011:1097-1100).  The  first  concern  is  about  modelling  per  se,  given  that  the

representational relationship between the object modelled and the explanatory target is not always

clear and it further requires a prior modelling (“first-order model”, in the authors terminology) of

the relevant properties of the phenomena taken into account. More specifically (second concern),

the applicability of modelling to dreaming is dubious. Given, as noted above, the diffuse difference

of opinions on several topics, it might be the case that each model based on dreaming would be

partial and biased by the explanatory target itself. The third concern is about practical issues in

dream research. Collecting genuine data about dreaming in a laboratory setting, which can affect the

quality of sleep, could prove exceedingly complex, especially in addition to dream amnesia (the

rapid  degeneration  of  dream recall  after  awakening).  The  complementary method  of  analysing

dream journals should also raise scepticism, since dream journals usually lack orderliness and are

more liable to confabulation compared to dreams' reports recorded in a sleep lab during controlled

awakenings. Finally, dreams intrinsically lack introspection1, which result in less reliable reports

especially in association with present mental pathologies.

Following this  review,  the authors  propose a  solution to  the problem in  the  form of  a

contrastive analysis between dreaming and wakefulness. The details of the proposed solution are

not matter of discussion here. What needs to be stressed is the presence of a problematic situation

for dream studies, one which, I argue, goes beyond the comparison with conscious states. More

generally,  we have a problem of integration of dreaming within a broader theory of cognition.

Why, one could argue, should we consider dreaming as a form of cognition? The literature

on the subject seems to suggest a wide interest in a cognitive approach to dreaming (cf. Cavallero &

Foulkes, 1993). A general interest from cognitive scientists about dreaming should be a sufficient

cue that dreaming deserves the definition of cognitive activity. Since dreams involve mental states,

they are prima facie good candidates for some form of cognition, or at the very least as a spin-off

from core  cognitive  processes. I  add  that  dreaming  can  be  understood  as  a  different  mode of

cognition,  one  in  which  we  happen  to  be  only  occasionally  but  that  we  can  recognise  (upon

awakening) as such. It is, in this sense, more akin to an altered state of cognition (like meditation, or

drug-induced states), which are again object of study of cognitive science.

1 A notable exception, which I won't treat for the sake of brevity, is the case of lucid dreaming, i.e. dreams in which

one is aware of being in a dream. For details see LaBerge (2000), Noreika et al. (2010b).

7



If dreaming is a cognitive activity, then it should be possible to understand it through a

wider framework that comprehends other cognitive activities, like perception, imagination, rational

problem solving, etc. However, as stressed above, we still lack a solid agreement about dreaming. I

argue, therefore, that the Integration Problem can be extended to a more general case: a lack of

integration of dreaming into a comprehensive theory of cognition (hereafter, I will refer to this more

general definition with IP).

1.3 A possible way out

So far I illustrated the situation in the field of dream research and suggested there was an IP

(integration problem) for dreaming and our understanding of cognition. Now I introduce a possible

solution, which will be defined and explored in details in the next chapters.

Let's think of a different way to approach the IP: instead of comparing dreaming to other

mental states in a contrastive way, or trying to use it as a model for consciousness or altered states,

we could assume that dreaming is already part of a more general cognitive mechanism supported by

the same underlying architecture. That is, one single mechanism would explain not only dreaming,

but also perception, action and other forms of cognition. In a Gordian-knot fashion, this approach

would cut the problem at its very root, by posing dreaming in continuity with other mental states

and nonetheless preserving its specificity. This theoretical framework should then be tested against

the empirical data in order to check if it can accommodate them. Furthermore, it should provide us

with some theoretical advantages in comparison to other proposed solutions on the field.

Predictive Coding could fulfil this task. This theoretical framework has been proposed in

different forms, but it can be summarised as the vision of the brain as a predictive machine which

constantly tries to generate a ‘virtual version’ of the incoming sensory signals ‘from the top down’

using a  bi-directional  cascade of  Bayesian  statistical  inference.  Predictive  Processing (PP)  is  a

variant of this approach recently proposed as a unified account of perception and action (see Clark,

2013; Hohwy, 2013). In the next chapter I will explain the details of this proposal and how it can

accommodate our present knowledge about dreaming, supporting it with literature on the empirical

data. In Chapter 3 and 4 I will then address several questions related to dreaming that have caused

disagreement within the dream science community, displaying three main theoretical advantages for

the PP approach. First, PP is a parsimonious framework (insofar as it can account for many aspects

of our mental life and put them in connection); second, it can provide an insight on the connection

between the neurophysiology and the phenomenal side of dreaming; and third, it's compatible with
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an evolutionary explanation of dreaming. Therefore, I will conclude that PP provides a promising

means of addressing the IP. 
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2 Dreams of a Bayesian Brain

Previously I suggested that Predictive Processing might afford a possible solution to the

Integration  Problem (the  challenge  of  locating  dreaming  within  a  theory of  cognition).  In  this

chapter I will lay out the PP account (2.1). I will subsequently focus on the link between perception

and action (2.2).  I  will  then present a general account of dreaming from this perspective (2.3),

highlighting how it  can arise from the same architecture underlying wakeful  cognition.  Finally

(2.4), I will present an account of empirical data about REM sleep (Hobson & Friston, 2012) in

support of the framework.

2.1 Predictive Processing: general introduction

Predictive Processing has been recently introduced in the field of cognitive science through

the formulations of Clark (2013) and Hohwy (2013), based in turn on a vast amount of research,

prominently featuring works from Karl Friston and colleagues (see Friston, 2010 for a review of the

proposals  in  the  field;  see  also Clark,  2013:181-186 for  a  detailed  summary of  the  theoretical

predecessors of PP). 

The main idea underlying the  framework is  that  brains  are  predictive  machines  with a

hierarchical structure, continuously in the business of predicting their own sensory states. In order

to accomplish this task the brain learns and deploys a generative model of the world2 which tracks,

by means of  Bayesian inferences,  the worldly causes  behind the sensory input.  The generative

model is responsible for the hypotheses that the brain makes at each level of the cognitive hierarchy,

ultimately  mapping  what  happens  in  the  world.  Bayesian  inferences  are  a  proficient  statistical

method insofar as they allow to update the estimate of probability of a hypothesis on the basis of

new evidence (for a detailed account of Bayesian statistics in this context see Hohwy, 2013: Chapter

1). This process of inference creates prior expectations (or  priors) which in turn accumulate over

time to guide prediction.

The brain is therefore like a Helmholtz machine (Dayan & Hinton, 1996), a neural network

which learns to abstract regularities from the inputs and which builds a progressively better model

of their causes. The hierarchical structure adds a further level of complexity: priors are organised

from bottom levels (which track fast time-scale, perceptual details) to top levels (which track slow

2 A description that  allows a  system to self-generate  data that  is  similar  to  the  observed  data.  This  is  done by

capturing the statistical structure of the observed inputs and (in a hierarchical setting) schematically recapitulating

the causal matrix responsible for that very structure (Clark, 2013:182).
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time-scale, abstract regularities) (Hohwy, 2013:27-28). Hypotheses are generated at each level and

then  streamed  top-down and  matched  at  the  sensory periphery with  the  incoming  (bottom-up)

sensory  information.  The  matching  between  the  hypothesis  and  the  bottom-up  information

generates an amount of prediction error that indicates how much the current prediction differs from

the input. The prediction error is then propagated upward (forward) in the architecture, repeating

this process of matching at each level, through the mutual informational exchange between error

units and representation units (the latter being the carrier for the top-down predictions). In the brain

“forward  connections  convey  error,  while  backward  connections  are  free  to  construct  […]

predictions that aim to cancel out the error” (Clark, 2013:192). The goal of the whole system (the

brain) is to minimize the amount of prediction error, which equals to generate successful predictions

of its own states, ultimately corresponding to successful inferences about the world. In other words,

the brain tries to minimise the level of surprisal, i.e. the implausibility of a particular sensory input

in respect of the hypotheses generated by the current model of the world (Clark, 2013:186; see also

Hohwy, 2013:51-53).

The picture I  sketched so far  is  that  of  the brain as  a  particularly sophisticated  neural

network which relies on statistical inferences in order to produce the best prediction of the incoming

sensory input. However, neural networks are developed in controlled environments and the inputs

are to a certain degree selected and controlled by the experimenters. In the real world, brains are

constantly immersed  in  a  noisy environment  which  bombards  them with  inputs.  How do they

manage to get a grip on the world? How do they handle the uncertainty of the signal from the

environment, discriminating between good and bad inputs and between appropriate or inappropriate

hypotheses? PP explains it  with the notions of expected  precision and  gain  on prediction error

(Hohwy, 2013:64-66). The former is the measure of reliability of the sensory input: a static object

on a table in clear light condition is a more reliable source of input than a moving object in the

wood at dusk. The latter is the implementation of a control mechanism for precision: the way the

brain  has  to  assign  more  or  less  precision  to  the  sensory input  is  to  regulate  the  gain  of  the

prediction error units. In this way when the signal from the sensory input is considered to have low

precision, the gain on prediction error is low and the brain relies more on its priors. Vice versa, in

cases in which the signal is considered more precise, the gain is high and the brain relies more on

the inputs. The role of attention for cognition is thus explained: “Attention […] is simply one means

by which certain error-unit responses are given increased weight, hence becoming more apt to drive

learning and plasticity,  and to engage compensatory action.” (Clark, 2013:190; see also Hohwy,

2013:70).
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2.2 Perception and action

According to PP, the brain is a predictive machine. Still, this must not be confused with the

idea of a passive and static “inferential box”: after all, brains are parts of complex organisms which

interact with their environment in extremely articulated ways. How does PP explain action then?

Recall that, according to PP, the aim of the cognitive mechanism is to minimize the amount

of prediction error. In order to do so, there are two possible strategies. The first is to explain away

the prediction error by deploying better predictions that fit the upcoming signal. This strategy is

perception.  A  second  strategy  (which  is  not  mutually  exclusive  with  the  first,  but  rather

complementary to it) is to modify the stream of sensory data so that it matches the predictions

better.  This  strategy is  action:  actively seeking to  match  the  predictions  by moving across  the

environment  and  interacting  with  it,  in  order  to  produce  or  evoke  the  sensory  consequences

expected by the brain. It is worth specifying that the brain predicts sensory streams not only from

the environment, but also from the body itself. This accounts for proprioception and for how the

mechanism of action is implemented in the first place: by expecting the body to be in a different

state than the actual proprioceptive one, motor commands are issued and movement is initiated

(Clark,  2013:186).  Saccades  are  a  common example  of  this  form of  active  inference  (Friston,

Mattout, & Kilner, 2011) in animals.

According  to  PP then,  perception  and  action  are  two  faces  of  the  same  coin,  deeply

intertwined by a unique underlying cognitive architecture. The balance between the two contributes

to the efficiency of the brain: perceptual inference improves our generative model by putting a

bound on surprisal, which is in turn reduced through action in the environment. But since action

generates new sources of prediction error (by presenting the sensors with new stimuli), it is good to

revert to perception in order to re-establish the priorities for the active inference. This succession

seems to be the very basis of our interaction with the world (Hohwy, 2013:90-92). It is important to

stress the deep connection between our cognitive architecture and the source of input from the

environment.  It  is  precisely  through  the  interaction  with  the  external  world  and  the  ongoing

sampling of it that our predictions are so successful. The sensory data is fundamental for a good and

well optimised cognition, and the absence of it determines a significant change to what goes on in

our head, as I shall argue in the next section.
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2.3 What is dreaming?

In the previous chapter I proposed PP as a framework to better understand dreaming. One

advantage of using PP is that we have a very parsimonious explanation of how dreams come to be

in the first place: they originate from the same cognitive labour as perception and action. Remember

that  the  cognitive  architecture  is  hierarchical.  Streams  of  sensory data  are  passed  upward  and

matched against the predictions based on the generative model, creating at each level an amount of

prediction error which is then passed on to the level above. The goal for the brain is to minimise

prediction error. But what happens when we fall asleep and one of the data stream is interrupted?

More specifically, what happens if the sensory information from the environment is missing? The

answer is that the brain relies on its top-down, middle-to-high level predictions only. The cognitive

resources  are  now  constituted  primarily  by  internal  representations  and  bodily  feedback  (i.e.

proprioception). Without constraints from the external environments, the brain “runs wild” from one

hypothesis to the other, only on the basis of the internal probability distribution among priors3. 

To give an example, think about seeing an apple on a table. In a well lit room or outdoor,

and assuming no visual impairment, the apple would appear clearly on the surface of a table, well

distinct from it. It would strike us with its bright, smooth red skin. We would be able to smell its

fragrance, growing hungry as we do it. If we were to finally grab the apple and bite it, we would

reach it with no effort, perceiving its weight in our hand and its sweet taste and juicy texture in our

mouth. Now think of dreaming an apple. While asleep we might be lying on the bed or the couch,

with no real apple in contact with us. The brain (due to spontaneous activation, as I will explain

below) would start to infer the presence of an apple in front of us, generating a visual percept of it.

If we were to focus on the apple, trying to see its shades of red or the clear line of separation with

the table, we would probably fail. This is because the stream of sensory input is almost entirely

blocked and the estimated precision of the low-level perceptual layers is diminished. The brain

would rely only on middle-to-high level predictions, which are based on more abstract and general

priors (Clark, forthcoming: Chapter 3; see also Clark, 2012). Given this form of “seclusion” from

the environment, the predictions would become widely unstable. Going back to the example, the

brain would try to elicit some action (active inference) to corroborate the hypothesis of the presence

of an apple. We would then try to grab the apple, possibly incurring in some form of failure, given

the absence of tactile feedback. Alternatively, the issue of a motor command could suffice in order

to create the impression of holding an apple, but it would not be enough to guarantee a detailed and

stable percept. Trying to taste or smell it probably won't result in a detailed percept either4. 

3 I will return on the constitution of the dream narrative and its bizarreness in the next chapter.
4 Gustatory and olfactory percepts in dreams are very seldom reported. Cf. Zadra et al. (1998).
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The gist of the story is that dreams arise when the cognitive mechanism normally active

during wakefulness is impaired. The lack of sensory data modifies the reliability of the low-level

layers of the hierarchy (the closest to the sensory periphery), so forcing the brain to assign them less

weight and to rely only on the higher levels. Due to the progressively more abstract regularities

dealt  with  by higher  levels  of  the  generative  model,  the  perceptual-like  scene will  be  elusive,

fragmented and less coherent than what we experience during wake. I will go into more details

about the dreams' perceptual landscape, their narrative and the close resemblance with other forms

of cognition (e.g. imagination and mind-wandering) in Chapter 3. In the next section I will provide

some scientific background to better explain how dreams arise in the first place.

2.4 The dreaming brain

A recent  article  (Hobson  & Friston,  2012)  aims  to  merge  one  of  the  most  prominent

theories of dreaming (Hobson's AIM model) with the general principle behind PP (the free energy

principle5). 

The AIM model (Hobson et al., 2001) holds that spontaneous activations of the brainstem

during REM sleep can generate the mentation usually reported as dreams. The model presents a

three-dimensional state space that keeps track of the neurological changes in the brain. The three

parameters  are  the  level  of  activation  (A),  the  amount  of  cortical  and  sub-cortical  activity  in

different  regions  of  the  brain;  the  input-output  gating  (I),  which  tracks  the  source  of  signal

processed by the brain (either internally or externally generated); and the neurochemical modulation

(M), from mostly aminergic modulation (during wake) to mostly cholinergic (during REM sleep).

According to the model, the three major states are wakefulness, REM sleep and NREM sleep, each

of which has a particular parameter configuration. However, our brain travels across the state space

continuously over the day and the three parameters are continuously shifting (see Hobson et al.,

2001:816-817).

 Another important aspect of the model is the association of ponto-geniculo-occipital (PGO)

waves with the formation of rapid eyes movement and visual percepts in dreams. PGO waves are

produced in the circuitry between the pons (in the brainstem), the lateral geniculate nucleus in the

thalamus and the occipital  cortex (which includes part  of the visual  cortex). Hobson & Friston

(2012:85-87) argue that PGO waves both anticipate visual stimuli and elicit ocular movements and,

therefore,  they are  a  good candidate for  the  neural  correlate  of  top-down predictions  of  visual

5 The free energy principle (Friston, 2010) is in fact a much more general theory – for some discussion, see Clark

(2013), Hohwy (2013).
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perception. To give an example, during wakefulness PGO waves peak in response to a change in

peripheral vision (increase of surprisal). This change brings about new predictions, which in turn

need to be matched with the sensory stream in order to minimise the level of prediction error again.

The increase of surprisal drives attention towards the (visual) sensory periphery and, coincidentally,

a motor prediction is issued from the motor cortex, which results in a saccade towards the origin of

the new input. The new visual prediction now has the right source of stimuli to be matched with,

and prediction error is minimised. This is a nice explanation of active inference in the context of

PGO waves (Hobson & Friston, 2012:90). 

What happens during REM sleep then? The neuromodulation shift affects the gating of

input so that the sensory periphery is isolated from the circuitry. In PP terms, the gain on the low-

level prediction error units reflects this isolation by becoming very low. Spontaneous activations of

the brainstem though still brings about predictions in the PGO network. Given that the sensory

periphery does not play a role in the prediction error minimisation anymore, only proprioceptive

feedback about eye positions is left to match predictions. In other words:

[…] perceptual inference can be regarded as a response to exteroceptive (visual) prediction errors during

wakefulness,  while  the  same  responses  are  elicited  by proprioceptive  (oculomotor)  prediction  errors

during sleep. Put simply, waking percepts are driven by the need to explain unpredicted visual input,

while dreaming percepts are driven by the need to explain unpredicted oculomotor input. (Hobson &

Friston, 2012:94).

Motor commands are still issued but inhibited at the pontine level, so the body doesn't move (a

phenomenon called “REM atonia”):  this  is  why,  in spite  of trying to  minimise prediction error

generated by the eye feedback, we do not actively move around while asleep.

This  story fits  nicely with the body of  data presented about  REM sleep by Hobson &

Friston. However, as mentioned in the first chapter, there is mounting disagreement about the neural

substrate for dreaming. Moreover,  it  is  now widely accepted (on the basis  of controlled dream

reports), that dream-like mentation happens in NREM stages as well.  Recent articles (Domhoff,

2001/2011) put pressure on the neurological picture: this could be a problem for the theory insofar

as Hobson & Friston hold that saccades in REM are involved in generating (and not only scanning)

the dream landscape. An analysis of the scientific data is not the purpose of this paper, therefore I

will focus only on REM sleep mentation. However, the idea of more widespread general activations

as the base for dreams is actually compatible with PP. Another critical point for the framework is

that, in spite of providing a good explanation of the cognitive work, it doesn't tell us much about

why we should have a phenomenological experience at all. That is, the framework doesn't yet have
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a clear answer to the well renown “hard problem of consciousness” (Chalmers, 1995/2007), that is

the problem of how phenomenal experience arises from the work of the brain in the first place.

In the next chapters I will partially address these issues. In Chapter 3 I will talk about the

neurological and phenomenological resemblance between dreaming and waking mental states;  I

will also attempt an explanation of the bizarreness that characterises dream reports (as stressed by

Hobson's model) and of the role of action in the constitution of dream narrative. In Chapter 4, I will

talk about the evolutionary role of sleep (stressed also by Hobson & Friston) and deal with the issue

whether dreams are just epiphenomena in this picture.
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3 The stuff that dreams are made of

In  the  previous  chapter  I  proposed  Predictive  Processing  as  a  framework  to  solve  the

Integration Problem (the lack of integration of dreaming into a comprehensive theory of cognition)

and I gave an account of REM sleep dreams from this perspective. In this chapter, I will address

three related topics. First, I will discuss the similarities between dreaming and other mental states

like  imagination,  daydreaming  or  mind-wandering  (3.1).  I  will  then  move  to  the  differences

between  wakefulness  and  dreaming,  talking  about  the  characterization  of  dreams  as  bizarre,

delirium-like experiences (3.2). Ultimately, I will talk about the role of action (as defined by PP) in

the formation of the dream narrative sequence (3.3). This discussion aims to show how PP can

account for both neurological and phenomenal aspects of dreaming.

3.1 Dreaming as mind-wandering

Dreams have been often associated with imagination in both philosophy (Ichikawa, 2009)

and cognitive science (Foulkes, 1999). The notion of imagination used in these cases is quite broad,

indicating the production of (mostly visual) imagery detached from perceptual inputs. However,

dreams  are  commonly  depicted  as  rich  experiences,  at  least  in  respect  of  emotions  and  the

development of an involving (though somehow illogical) narrative. This seems to suggest that there

is something more going on than just production of mental imagery. More satisfying accounts in

this respect stress the immersive character of dreaming, the fact that we are not aware of us being

dreaming and we report to having been deeply engaged by what constitutes the dream landscape.

McGinn  (2004:103-112)  proposes  an  account  of  dreaming  as  a  “fictional  immersion”,  namely

stories in which the dreamers feel as if they were assisting at the narrated events for real 6. A more

recent  proposal  (Windt,  2010)  describes  dreams  as  “immersive  spatio-temporal  hallucinations”

(ISTH).  It  provides  a  minimal  definition  that  takes  into  account  proprioception  and  bodily

sensation, as well as spatial awareness and narrative immersion, although remaining neutral as of

what precise sensory modality is engaged. The ISTH model has the advantage of identifying an

experiential  core for dreaming,  but it  relies  on too general features of experience which seems

unfruitful in order to make a specific comparison between dreaming and waking states.

Mind  wandering,  sometimes  labelled  daydreaming  (an  indicative  word!)  and  more

generally  defined  as  the  production  of  spontaneous  and  undirected  thoughts,  seems  a  good

candidate for comparison. A recent review (Fox et al., 2013; but see also Domhoff, 2011) shows

6 Note that Ichikawa (2009) criticises McGinn for his commitment to the idea that dreams generate false believes. In 

this paper I won't address this issue and I won't commit to any particular position in this respect.
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many  structural  similarities  between  dreaming  and  mind  wandering,  in  terms  of  content  and

development as well as underlying neural mechanisms. On the phenomenal side, the authors list a

prevalence  of  audiovisual  mentation  over  other  sensory  modalities  in  both  dreams  and  mind

wandering (but the latter contains some important instance of interior monologue). Emotions are

predominant in both cases, although in dreams, contrary to mind wandering, they are reported to be

mostly negative and of unusual intensity. The content is usually drawn from episodic and semantic

memory. However, the authors stress, the reconstruction of these memories is usually partial and

scattered, with bizarre elements and non-logical continuities. Dreams though are characterised by a

lack of meta-cognitive awareness,  meaning that dreamers are not usually able to recognise that

something  is  “wrong”  in  what  they  are  experiencing.  This  might  account  for  the  immersion

previously mentioned. Mind wandering is reported to be somewhat less immersive, but still enough

to distract from poorly attended tasks. 

The  phenomenal  similarities  are  supported  by  strong  neuroanatomical  evidence.  Mind

wandering  is  associated  with  the  so-called  default  mode  network  (DMN),  a  network  of  brain

regions that includes several parts of the medial temporal lobe, the medial prefrontal cortex, the

posterior cingulate, the precuneus and areas of the parietal cortex (Fox et al., 2011:8-9). DMN is

activated when subjects are not focusing on external stimuli, while awake but resting. According to

the authors, large portions of DMN overlap with brain activation in REM sleep. In fact, they are

more active during REM than wake, which would explain the similarities between the two states but

also the differences in the intensity of experience (e.g. strongest activation of the amygdala might

reflect excessive emotional reactions in dreams). The authors, therefore, claim that dreaming is an

intensified form of mind wandering (Fox et al., 2011:10-11). 

This idea fits nicely with the explanation of dreaming given in the previous chapter. Recall

that the ongoing cognitive mechanism, according to PP, is the same in both wakefulness and sleep,

and the aim is  to minimise prediction error.  However,  during sleep we are to  a  certain degree

isolated  from the  environment.  The  signal  streamed  from the  sensory  periphery  is  considered

unreliable and attention is tuned more “inward” compared to wakefulness. Similarly, I argue, during

mind wandering there is a shift in attention from external stimuli to self-produced imagery. Still,

this change is more subtle and not as radical as during sleep: this is why mind wandering doesn't

last long and can be easily disrupted by external stimuli, whereas the threshold for awakening from

sleep is much higher. Through the shift in attention we can explain a whole range of phenomena,

starting from the more outward-oriented like voluntary imagination (in which imagery coexists with

ordinary  perception)  to  the  extreme  case  of  inward-oriented  REM  dreams  (in  which  ordinary
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perception is absent due to the lack of sensory information). Mind wandering lies somewhere in the

middle of this scale, being still a waking phenomenon in which the sense of immersion strays the

subject from the environment. 

3.2 Bizarreness and content binding

The  picture  drawn  above  highlights  the  continuity  between  dreaming  and  waking

mentation, but many researchers are more keen on stressing the differences. In particular, dreams

have been compared to pathological states like delirium (Hobson, 1999) and schizophrenia, often

using  bizarreness  as  a  marker  for  this  comparison  (Hobson et  al.,  2000;  Scarone  et  al.,  2008;

Noreika et al., 2010a). Dreams would be, according to these authors, very much unlike ordinary

waking cognition, but rather a spontaneous and temporary psychosis.

Before analysing how PP can account for this feature, a conceptual clarification is needed.

Bizarreness  is  attributed  on  the  basis  of  dream reports  in  regards  of  particular  aspects  of  the

phenomenology such as  physical  impossibility  or  improbability,  illogicality,  discontinuities  and

mismatch  between  different  features  of  the  perceptual  scene  (Scarone  et  al.,  2008:517-518).

However, dream reports might be biased by post awakening confabulation: it is difficult to establish

how much of the dream's content was actually bizarre and how much of it has been judged so by the

subjects during the report, while trying to make sense of the scattered memories of the experience

(due to dream amnesia, i.e. the common tendency to quickly forget our dreams upon awakening).

Stronger support for the presence of bizarreness in dreams comes from the fact that the prefrontal

cortex (associated with executive function and meta-awareness) is highly deactivated during REM

sleep (Muzur et al., 2002). This is consistent with what said above about the difference in meta-

awareness between dreaming and mind wandering7. 

To explain bizarreness within PP, I claim, it's necessary to appeal to the difference in level

of priors used to generate the hypotheses. Remember that low-level priors are less reliable during

sleep. The brain, therefore, bases its predictions mainly on middle-to-high level priors only, which

are more general and abstract in nature. This factor, combined with selective deactivations in the

prefrontal cortex, might engender a disruption in what Revonsuo & Tarkko (2002) describes as the

“binding process” of dream contents. Features of the sensory predictions deployed by the brain

would  end  up  scrambled  in  distorted  constructs,  which  however  won't  be  matched  with  the

7 Domhoff (2011:1171) in fact specifies that only a sub-system of DMN might be responsible for dream formation

during REM and NREM Stage 2 sleep.  Interestingly, it has been proposed that re-activation of the dorsolateral

prefrontal cortex is behind the onset of lucidity in dreams (Dresler et al., 2012; see also Stumbrys et al. (2013) for

partial criticism).
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incoming sensory signal at low levels, delaying significantly the time needed for the mechanism to

discard them and deploy more coherent hypotheses. This delay would allow them to come and

constitute the occasionally “alien” dreaming landscape. It is important, though, to point out that the

PP framework still lacks a good and detailed story of how our predictions come to constitute the

phenomenally unified  conscious  scene in  the  first  place8.  In  this  respect,  dreaming could  be a

fruitful case study to illuminate, on one hand, possible topological matches between the hierarchy of

priors and the structure of the brain and, on the other hand, if the predictive mechanism is the only

mechanism necessary for the formation of consciousness – and, as many of its supporters claim, the

only mechanism going on in the brain.

PP can shed a light on another important case: the integration of external stimuli in dreams.

Dennett (1976) quotes a personal anecdote in his argument against the received view on dreaming

at the time:

In a recent dream of mine I searched long and far for a neighbor's goat; when at last I found her she

bleated baa-a-a – and I awoke to find her bleat merging perfectly with the buzz of an electric alarm clock

I had not used or heard for months. (Dennett, 1976:157)

This is certainly a case of bizarre association between expected sensory information (the bleat) and

sensory input (the alarm clock's buzzing), a case that PP can illuminate. During sleep, even in REM

sleep, stimuli from the external environment are considered unreliable but are not absent. Rather

than describing this as a form of total isolation (like a case of deep anaesthesia), it would be better

to talk about a higher threshold for the sensory inputs to be taken into account. This is because,

recall, their expected precision is lower than during wakefulness. However, it is possible that few

inputs  would  be strong enough to cross  the  threshold  and be taken into  account  by the  brain,

especially right before awakening, when the brain is increasing its activity. At that time, a much

higher  prediction  error  would  be  generated,  forcing  the  brain  to  deploy  other,  more  fitting,

predictions. This would trigger a chain reaction for which the brain, in the spasmodic search for a

correct matching, would turn the attention again towards the sensory periphery, in fact waking up

the dreamer. So in the case narrated by Dennett, the brain matches the buzzing sound with whatever

internal prediction was generated at the time (in this case, a goat). Given, however, the impossibility

to efficiently minimise prediction error in those conditions (i.e. in absence of visual inputs, for

example), the brain would be forced to revert to waking mode.

Yet, bizarreness is not the only feature of dreaming that needs an explanation. Why do our

8 Importantly, Hohwy (2013:211-214) proposes a solution connected to the Global Neuronal Workspace theory of

consciousness, in which our best generative hypotheses about the world are represented in the global workspace.
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dreams unfold into a narrative sequence? Why don't we simply recall static (bizarre) images, like

we would do during waking imagination? The discontinuity and illogical jumps in the narrative can

be explained, as I shall argue in the next section, in terms of action: the sleeping brain tries to act in

the dreaming landscape as if it were awake, with dramatically unsuccessful results. 

3.3 Action in the dream narrative

Recall  that according to PP, action is a way to minimise prediction error by fitting the

stream of sensory inputs with the predictions, rather than deploying new ones. Reaching for a pen

on the desk is elicited by proprioceptive predictions about the position of the arm and fingers in

space,  accompanied  by visual  predictions  as  well.  But  what  happens  when the  body does  not

actually move, inhibited by a blockage of motor command at the brainstem level? 

This is indeed the case of REM sleep, which is characterized by almost complete muscular

atonia. Interestingly though, facial muscles (and especially extra-ocular muscles) are less inhibited,

leading to the characterizing phenomena of rapid eyes movements, the first indicator that motor

ocular action is still exhibited during sleep. However, the brain is not relying on information from

the environment but rather on streams of visual prediction based on middle-to-high level priors. The

lack  of  sensory  feedback  explains  not  only  the  scarcity  of  fine-grain  details  of  the  dreaming

landscape (e.g. the impossibility of reading precise letters or the dullness of colours) but also the

erratic search for sensory confirmation operated through eyes movement9. The cognitive mechanism

being the same, the brain would saccade in order to corroborate hypotheses with sensory data. But

since the sensory data stream is unavailable, the prediction error will not be minimised efficiently,

leading to a chain reaction in which the brain is forced to change the top-down predictions (in a

perceptual  fashion)  and  then  again  to  make  (ineffective)  active  inferences,  leading  to  another

change in predictions, and so forth. If this story is right, I argue, the dreaming landscape is forged

by the brain striving to make sense of its own predictions in impaired conditions. The predictions

themselves,  in  this  context,  are  elicited by spontaneous saccades  due to  activation in  the PGO

network (see §2.4).

It could be argued that vision is not the only sensory modality involved in dreams (although

it's  predominant).  Dream  reports  are  often  complex,  rich  narrations  in  which  the  dreamer  is

involved in some form of action, she moves around the scene and experiences sounds, movements,

strong emotions and dialogues. The dream narrative is richer than what the eyes movement can

9 This relates to the idea that saccades are a form of hypothesis testing in the context of active inference (Friston et

al., 2012).
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account for. However, pathological cases reveal that this is mainly due to the motor output blockade

at the brain stem level. Patients who suffer from REM behaviour disorder10 maintain muscular tone

during REM sleep and literally act their dreams (often with dangerous consequences for themselves

and their bed partners in case of violent dreams). The actions performed range from quick jerks to

speech production and habitual actions (like smoking a cigarette or, in case of animals, chasing a

prey). This indicates that complex motor commands are still issued but blocked, in healthy patients,

at the brainstem level. Arguably, from a PP perspective, they are issued in order to match motor

predictions about the position of the body and the interaction with the dream's scene. 

What I said about bizarreness, however, should not mislead the reader into thinking that this

is  the  main  feature  of  dreaming.  As  Domhoff  (2001;2007)  argues,  there  is  a  strong continuity

between waking perception – and, I  add,  action – and dreaming (what  he calls  the “continuity

principle”). The pattern of responses to certain stimuli that is performed when awake is stored in the

priors all across the hierarchy, and when we sleep the brain still relies on the very same patterns.

This is why we can make sense of most of our dreams as sequential narratives of familiar places,

actions and events that we experience in waking life. The occasional illogicality and discontinuity,

along with the lack of detail and the scrambled perceptual binding, are justified by the lack of

sensory inputs and the relative inactivity of PFC (deputed to major executive functions).

Some obvious questions to ask at this point are: why does dreaming arise in the first place?

Why do we fall asleep and why, during sleeping, our brain works the way it does? It turns out, as I

will show in the next chapter, that evolutionary-driven mechanisms and our cognitive architecture

conspire to make us dreamers as well as perceivers and agents. If this story is correct, then (as I

argued in §1.3) PP is a good candidate to explain the mechanisms underlying dream formation, the

phenomenological similarities and differences with waking cognition and what is the role of sleep

and dreaming in the context of evolution.

10 For an overview of the problem see Ferini-Strambi & Zucconi (2000). See also Hobson et al. (2000:839) for an

explanation according to the AIM model.
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4 The evolution of sleep and dreaming

In  Chapter  3  I  discussed  some  similarities  and  differences  between  wakefulness  and

dreaming in light of PP. Now I will move on to some functional and evolutionary considerations

about the role of sleep and dreaming and show how they fit the PP framework. Firstly, I will talk

about the “synaptic homoeostasis hypothesis” of the role of sleep (4.1) and, secondly, I will discuss

its compatibility with PP and what this can tell about an adaptive role of dreaming too (4.2).

4.1 The role of synaptic pruning

Questions about the evolutionary and functional role of sleep and dreaming have pervaded

the debate for a long time. First, it is reasonable to ask why organisms should stop their activity on

an almost daily basis, especially since they become much more vulnerable to predators. Second,

dreams represents a puzzle given that they are vivid phenomenological experiences which appear to

happen in a state of total rest and isolation from the world. 

As mentioned in §1.1, a connection between the functional and adaptive role of sleep and

memory has already been proposed since the 1980s. In the field of artificial intelligence,  Hinton et

al. (1995) suggested a similar idea, the “wake-sleep algorithm”: a process of unsupervised learning

for  a  neural  network  in  two  stages,  in  which  sleep  improves  and  reinforces  the  information

processing schemes learnt during wake. This algorithm bears remarkable similarities with the PP

framework and it is indeed one of its precursors. 

Along the same lines, a recent review in neurobiology (Tononi & Cirelli, 2014) presents a

systematic treatment of the state of the art in favour of the “synaptic homoeostasis hypotheses”

(SHY) which claims that sleep is a way to improve synaptic organisation and restore equilibrium in

the brain. Evolutionary speaking, sleep is “the price we pay for [brain] plasticity” (Tononi & Cirelli,

2014:12).  While  awake,  our  brain  constantly  creates  new  neuronal  connections,  strengthening

synapses and regulating its own response to the environment. However, the brain's resources are

limited and over time the combination of energetic  expense for synaptic  maintenance,  synaptic

saturation  and  decreased  signal-to-noise  ratio  will  overcome  the  adaptive  advantage  of  a  very

plastic brain. Evolution is rather conservative though (Kavanau, 2005), and instead of getting rid of

an inestimable resource such as high brain plasticity it has introduced a counterbalance mechanism

to it. According to SHY during sleep, in particular slow wave (SW) sleep (i.e. NREM Stages 3 and

4), the combination of cholinergic neuromodulation (which triggers a synaptic depotentiation) and

spontaneous activation throughout the brain contributes to an overall downgrading and optimisation
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of  the  synapses (as  explained  below) and,  as  a  consequence,  the  restoration  of  synaptic

homoeostasis. 

This restoration is obtained through a process of activity-dependent down-selection (Tononi

& Cirelli,  2014:15):  during  wakefulness  the  synaptic  connectivity  is  potentiated  by suspicious

coincidences  in  the  sensory  inputs,  mirroring  the  search  of  the  brain  for  potential  statistical

regularities in the environment. The stronger the regularities, the stronger the synaptic bounds: yet,

noise too could drive synaptic formation, thus leading to maladaptive connections and over-fitting

of the model in the long run. Vice versa, during SW sleep the brain depotentiates all the connections

through low frequency diffused activations (Tononi & Cirelli,  2014:19). However,  the strongest

ones (i.e. the one representing the strongest regularities learned while awake) will be less affected11,

resulting  therefore  in  a  relative  reinforcement  with  an  increase  in  signal-to-noise  ratio  and  an

improvement of  the world model.  The memory benefits  are numerous.  The acquisition of new

information becomes easier. Previous useful information is better consolidated and integrated in

long-time learning schemes, and protected (temporarily) from noise interference. Finally, the “gist

extraction”  of  important  regularities  from  the  environment  is  ultimately  improved  (Tononi  &

Cirelli, 2014:21-23). 

4.2 Are dreams adaptive?

The process of synaptic pruning described by SHY is precisely what has been suggested as

a functional and evolutionary role of sleep within the PP framework (Hobson & Friston, 2013:92-

95). The upshot of the process is a progressive enhancement of the generative model: the matching

between the causal structure of the brain and that of the world (extracted from the environmental

inputs) increases, and the brain is “refreshed” to better perform while awake. 

However, given the focus of this research on REM dreams, a few specifications are needed.

SHY stresses the role of SW sleep, while the proposal from Hobson & Friston is centred on the

REM stage, which is characterised by rapid waves and waking-like level of activation. Given the

amount of evidence in favour of SHY, it is hard to find a role for REM in the picture: why should

the brain interrupt the process of synaptic pruning and change to a different state, in which its own

thermoregulation is disrupted (Parmeggiani, 2003)? Why should it risk activating and reinforcing

synapses in a state of isolation from the environment, leading to potential maladaptive connections?

11 To give an example, think of a series of connections having value 10 (corresponding to strong regularities in the

world) and another series having value 5 (corresponding to weaker regularities). If every downgrading operates on

a -3 factor, the connections will have respectively a value of 7 and 2 after the NREM stage. Over time, this will lead

to a complete deletion of the weaker connections.
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This is certainly a matter to be settled through future empirical investigations. In fact, SHY is not

entirely incompatible with the idea of a synergistic role of REM in the process (Tononi & Cirelli,

2014:27). Other researchers support the idea of an active part of REM in memory evolution and

integration in mental schemes (Stickgold & Walker, 2013), in which the reward system would seem

to play an important part in terms of memory consolidation, explaining why REM dreams are often

so emotional especially in comparison with NREM mentation (Perogamvros & Schwartz, 2012).

From the perspective of PP, I argue, a turnover of different mechanisms would perform a

better optimisation of the generative model. As explained above, SW sleep would carry out the

synaptic pruning, but a full restoration of the synaptic homoeostasis (especially in terms of cellular

efficiency) might take too long and weak but useful connections could be deleted in the process.

Cyclic phases of REM sleep could help preventing this cancellation through limited activations of

the brain, which do not compromise the overall restoration achieved during previous NREM stages.

Indeed, REM sleep, in spite of its apparent evolutionary disadvantage, could serve a role in memory

consolidation, integration and preservation complementary to SW synaptic downgrading (Giuditta

et al., 1995; see also Stickgold, 2011). 

Still, a specific adaptive role of dreaming has yet to be demonstrated. While we have solid

evidence that sleep is necessary for our brains, nothing explains why we should have any form of

phenomenal experience during sleep. As mentioned above (§2.4), PP does not explain why we have

consciousness in the first place, and it does not rule out the possibility that consciousness is an

epiphenomenon as a whole. A precise link between the pruning mechanism and the phenomenal

content of dreams is also critical: are we dreaming about what is being deleted from our generative

model? If so, why do we remember it? A deeper theoretical investigation is needed to evaluate the

explanatory power of PP in this respect. However, if the account I provided so far is valid, then it

already  elucidates  important  variations  in  phenomenal  conscious  experience  (§3.2;  3.3)  and

explains  them in  terms  of  disruption  of  the  cognitive  mechanism and selective  changes  in  its

neurological implementations. These variations, I claim, might constitute a good comparative case

study that help understanding waking consciousness as well as dreams. 

In conclusion, it is worth mentioning that several theories based on dreams' content analysis

suggest that dreams might have a role in creative thinking and problem solving (Barrett, 2007), in

simulation and rehearsal of life-threatening events (Revonsuo, 2000; Valli & Revonsuo, 2009) and

in simulation and planning of social interaction (Kahn & Hobson, 2005). Remembering dreams and

reflecting on them upon awakening, I suggest, might shift our attention towards particular aspects of

our environment that we would otherwise overlook. Besides, the impact of dreaming on cultural
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evolution  has  yet  to  be  fully  explored  (cf.  Lohmann,  2007).  These  are  reasons  to  believe  that

dreaming might have some evolutionary function as a form of exaptation (i.e. a character originally

with a different adaptive role, or no role at all, co-opted over time for a new function; see Gould &

Vrba, 1982:5). While PP does not rule out the possibility of epiphenomenality, it is compatible with

the idea that dreams have acquired some other adaptive role over the course of evolution.
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5. Conclusion

In the previous chapters, I summarised the state of the art of dream research and presented

the  Integration  Problem  of  dreaming  in  a  wider  theory  of  cognition.  I  proposed  Predictive

Processing as a theoretical framework to adopt in order to address the problem. Dreaming, from this

perspective, is the result of the brain's cognitive architecture and mechanisms working in impaired

conditions compared to waking. These conditions are determined by biological and evolutionary

constraints. I underlined three main theoretical merits of Predictive Processing. It is parsimonious,

insofar  as  it  explains  different  modes of  cognition with one simple mechanism (Chapter  2).  It

provides  a good explanation of  both the neural  mechanisms of  sleep and the correlated dream

phenomenology,  like the  bizarreness  and illogical  narratives  of  dreaming on one side,  and the

continuity  between  it  and  waking  mind-wandering  on  the  other  (Chapter  3).  And finally,  it  is

compatible  with  an  explanation  of  the  functional  and evolutionary role  of  sleep  and dreaming

(Chapter 4). In lights of these considerations, I claim that PP is a promising framework to adopt in

dream research as well as in other branches of cognitive science and philosophy.

PP,  however,  has  also  many  limitations.  The  exact  neural  substrate  for  the  proposed

hierarchical architecture still needs empirical confirmation. Dreaming can be helpful in this search

for the “neural correlates of prediction” by providing a good contrastive case to waking cognition.

As mentioned in §3.1, the circuitry of the default mode network active in dreaming can offer hints

about a topographical matching of brain areas and higher level priors. 

Furthermore,  PP may  not  be  able  to  provide  a  satisfying explanation  for  all  kinds  of

cognitive  processes.  Potentially  related  to  this  issue  is  the  current  lack  of  a  good  theory  of

consciousness in PP, as remarked before (§2.4, 4.2). Prediction error minimisation might not be the

only mechanism involved in the constitution of our conscious field and PP might need an ancillary

theory of consciousness after all. More specifically in regards of dreaming, it remains unclear what

is the connection between the pruning mechanism and the phenomenal experience, especially since

sleep mentation does not have a clear evolutionary role  per se: this is a crucial point for future

theoretical works on the topic.

Finally, the role of emotions and their neurological substrate in the formation of dreams still

needs to be analysed from the PP perspective.  Also dream-related phenomena, like hypnagogic

imagery and lucid dreaming, seem good candidates for testing PP through empirical investigations

and conceptual clarifications. Future research will focus on these issues in order to establish the

explanatory power of Predictive Processing as an explanation of dreaming. 
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Appendix – The forge of consciousness

Considered from the perspective of PP, dreaming and sleep might have had not only an

important role for the evolution of our species but might also play a considerable role during the

development of single individuals (ontogeny). There is a substantial body of evidence (Foulkes,

1999; see Nir & Tononi, 2010:91 for a more recent discussion) that shows a gradual development of

dreaming over the years. This has been tested through the analysis of dream reports. From ages

three  to  five  reports  are  less  frequent  and  show  a  narrower  variety  of  contents  compared  to

adulthood (Foulkes, 1999:56-73), particularly in terms of less social interaction and preoccupations,

emotional  content  and  visual-spatial  imagery  (i.e.  context  is  fixed  or  episodic).  The  situation

changes progressively until early adolescence, in which reports suggest a closer resemblance with

adult dreaming. 

An intuitive reply to this evidence is that children might not have enough linguistic skills to

report fully their experience; besides, they might be less capable of distinguishing dreaming from

waking experiences, leading them to omit some contents due to uncertainty. However, from a PP

perspective, the idea of a gradual development of dreaming seems more suitable. Let's think of a

newborn brain as a freshly made neural network that has received no training. Its generative model

would be very inaccurate and the time dedicated to improvement and refinement would be long.

However, the “standard” mode of learning (i.e. waking exploration of the world) is unsuitable due

to the physical inabilities to move around and the frequent necessity of food. Sleep, on the contrary,

seems to be a good candidate for a frequent offline improvement of the model: in fact, infants spend

a significant amount of time sleeping, and their sleep presents a great disproportion between NREM

and REM stages (in favour of the latter). During growth, the generative model will get increasingly

better,  reducing  the  need  for  sleep  due  to  the  progressive  acquisition  and  exertion  of  motor,

imaginative and social skills. If dreaming is the phenomenal side of the predictive mechanism of the

brain during sleep, an improvement of the model on which the predictions are based should be

mirrored by a change in mentation. This is not to say that adults' dreams are better than children's,

but rather, that they would result richer since they reflect the wider cognitive repertoire of an adult

brain. Conversely, the limited content of an infant's generative model would be mirrored by a poorer

dream landscape.

Hobson expresses a similar position with his idea of protoconsciousness, “a primordial state

of brain organization that is a building block for consciousness” (Hobson, 2009:808). Explaining it

in PP terms, the sleeping brain refines some genetically encoded priors through a virtual reality
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simulator, which originally doesn't include awareness but progressively changes to better reflect

waking cognition,  the acquisition of subjectivity and secondary consciousness.  Whether  PP can

corroborate this idea depends on how it will address the hard problem of consciousness. For the

moment, I suggest that there is at least one sense in which PP helps to understand the relationship

between dreaming and consciousness: sleep is the forge of consciousness, in which our cognitive

tools (the generative model) are shaped and sharpened, every night and during our whole life, so

that we can make better use of them when we are awake. Dreaming, in this fashion, represents the

experiential unfolding of this process.
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